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We follow the method of separating axes, optimized for the case at hand. The assumed scenario is a 

looping SIMD implementation, where it is often beneficial to perform the full calculation for each test 

unconditionally. In other situations, it may be preferable to early-out as soon as a separating axis is found. 

Also, the usual approach of preceding the test with a quick and conservative one to prune out easily 

classified cases, using bounding spheres for example, applies. 

 

We’ll use upper-case letters for the first OBB: 

 

centre position           
 rotation matrix           

 radii               
 

and lower-case for the OBB to be tested against it: 

 

centre position           
 rotation matrix           

 radii               

 
Note that vectors are written as rows, so that each rotation matrix transforms a position vector by post-

multiplying it. We denote the rows of matrix M by   ,   ,   , and similarly for matrix m. 

 

There are 15 potential separating axes to examine. These are the 3 local axes of the first OBB, the 3 local 

axes of the second, and the 9 cross-products of an axis of the first with an axis of the second. 

 

It is possible for some of these cross-products to be degenerate, for example when both rotation matrices 

are the same, but this poses no problem provided we don’t try to normalize the separating axes, and 

provided we use a strictly greater-than-zero test for separation. 

 

The potential separating axis vectors are therefore: 
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(Note that subscripts use hex to make the code neater!) 

 

 

For axis ei , the separation condition is: 

 

                                                                        

 

Now define the following intermediate variables: 

 

       
 

         
 

         
 

           

 

           

 

               

 

 

We can now make several simplifications in computing the expressions for the 15 inequalities to be 

tested. Number each test with the index i of its separating axis ei . 

 

The left-hand sides of tests 0-2 reduce to     ,     ,     . 
Similarly the left-hand sides of tests 3-5 are     ,     ,     . 
The remaining left-hand sides reduce to       for appropriate i and j. 

 

The right-hand side of test 0 is 

 

                                                             

 

                             
 

                       
 

Similar simplifications apply to the right-hand sides of tests 1-5. 

 

The right-hand side of test 6 is 

 



                                                           

                               
 

                                                             
 

                                           
 

                         

 

The right-hand sides of tests 7-E yield to similar considerations. 

 

The complete set of separation tests is therefore 

 

0)                           

1)                           

2)                           
 

3)                           

4)                           

5)                           

 

6)                               

7)                               

8)                               

 

9)                               

A)                               

B)                               
 

C)                               

D)                               

E)                               

 

Note that we can compute the     efficiently using the following observation: 

 

               
 

                 

 

                          
 

                              
 

              
 

and similarly for the remaining    . 

 



We can also simplify the computation of the      by making use of the fact that T is an orthogonal matrix. 

Having computed e.g. the first 2 rows of T using dot products, requiring 3 multiply-adds for each 

element, the 3
rd

 row of T can be computed from the cross-product of the first two rows, saving one 

multiply-add per element. 


